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Ohio Supercomputer Center at a Glance

Supercomputing. Computation, software, storage, and _
support services empower Ohi 00s
faculty, students, businesses and other clients.

e} Networking.Ohi o06s uni ver s-12tandestate c o | |
4 government connect to the network. OSC also provides
engineering services, video conferencing, and support through

a 24x7 service desk.

b Research. Lead science and engineering projects, assist
= researchers with custom needs, partner with regional,
national, and international researchers in groundbreaking
initiatives, and develop new tools.

Education. The Ralph Regula School of Computational
Science delivers computational science training to students
and companies across Ohio.
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Workshop Philosophy

ADiscuss performance tuning techniques common to most
multi-core architectures, with examples drawn from OSC
systems

A Actually two separate but intimately related problems:

I Single processor performance: Efficient cache usage has largely
replaced vectorization as the key to high per-processor performance in
modern HPC architectures.

i Parallel scalability: Scaling out parallel applications requires both
good per-processor performance and good scaling.

ADemonstrate optimization techniques users have control over
I Code modification
I Compiler options

ANumerical results from sample programs should NOT be used
to rank the techniques -- example programs not necessarily
representative of production codes!



Contents, Part One: Single Processor Performance

A Single Processor Performance Measurement and Analysis
I Metrics
I Methods

A Architectural Influences on Processor Performance
I Processor features
I Hierarchical memory and caching

A Single Processor Performance Tuning Techniques
I Inlining
I Loop optimizations

I Memory optimizations

I Floating point arithmetic behavior

I Optimized mathematical libraries
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Contents, Part Two: Multtcore and Parallel Performance

AParallel Performance Measurement and Analysis
I Metrics
I Methods

AThreaded Performance Tuning Techniques
I Programming interfaces
I Common performance bottlenecks

AMessage Passing Performance Tuning Techniques
I Programming interfaces
I Interconnect characteristics
I Common performance bottlenecks
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Single Processor Performance Metrics

AThe simplest performance metric is always wallclock
time 1 thatis, how long the program takes to run for

a given configuration.
I Represents the "time to solution”

I CPU time is sometimes useful as well, but not always 1
iIndicates how much of the wallclock time was spent doing

actual computing

AHardware performance counters can often be used to
compute additional performance metrics:

I Sustained floating point performance (GFLOP/s)
I Sustained memory bandwidth (GB/s)
I Cache hit/miss rates

:: (75’ :\d’_ @
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Single Processor Performance Measurement and Analysis
Methods

APart of assessing the performance of an application
IS understanding how well the compiler is doing at
optimizing your code and what regions of your code
are most in need of optimization.

AThere are four generally available techniques for
measuring and analyzing code performance:

I Timing

I Compiler reports and listings

I Profiling

I Hardware performance counters

::: ol e
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Timing

A Timing a program running on a single node

I /usr/bin/time command

/usr/bin/time |3

5415.03user 13.75system 1:30:29elapsed 99%CPU \
(Oavgtext+0avgdata Omaxresident)k \

Oinputs+0outputs (255major+509333minor)pagefaults Oswaps

A Hardcode the path for the command -- some shells have
a built-in time command that is less informative!

A lusr/bin/time gives results for
I user time (CPU time spent running your program)

I system time (CPU time spent by your program in system calls)
I elapsed time (wallclock)
|

|

|

% CPU -- (user+system)/elapsed
memory, pagefault, and swap statistics
I/O statistics
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Timing (con't.)

A Timing routines embedded in code

I C/C++
A Wallclock: time (2), difftime  (3), getrusage (2)
A CPU: times (2)

I Fortran 77/90
A Wallclock: SYSTEM_CLOQR)
A CPU: DTIME(3), ETIME(3),

I MPI (C/C++/Fortran)
A Wallclock: MPI_Wtime (3)

:: (75’ :\d’_ @
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Compiler Reports and Listings

A Compilers on most modern high performance computers are
capable of doing a wide range of optimizations, not all of which
will be touched upon here.

A By default, compilers generally do not describe in much detail
what kinds of optimizations they were able to perform on a
given piece of code.

AHowever, many compilers will optionally generate
optimization reports and/or listing files.

I Optimization reports are typically sent to stderr at compile time and
contain messages describing what optimizations could or could not be
applied at various points in the source code.

I Listing files usually consist of a listing of the source code with
messages about optimizations interspersed through the listing.

0: | Wy 1 -
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Reporting and Listing Compiler Options

GNU compilers

Portland Group compilers
- Minfo=option[,option,...]

- Mneginfo=option[,option]

- Mlist
Intel compilers
- opt_report

- opt_report_file filename

EMPOWER. PARTNER. LEAD.

12

None

Prints information to stderr on
option ; option can be one or more
of time , loop , inline , sym, or all

Prints information to stderr on why
optimizations of type option were
not performed; option can be concur
or loop

Generates a listing file

Generates an optimization report on
stderr

Generates an optimization report to
filename
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Demo: Compiler Reporting (Portland Group)

program prime _
Integer,parameter :: N=1000,ntimes=1000
real,dimension(N,N) :: a,b,c,d
real ;. begin,end _
real,dimension(2) :: rtime

call random_number(b
call random_number(c
call random_number(d
begin=dtime(rtime)
doit=1,ntimes
do j=1,N
doi=LN ~
a(i,))=b(i.j)+c(i.j)*d(.j)
end do

enddo :
if (mod(it,ntimes).eq.0) write (*,*) &

end do _

en_d:dtlmefrtlme)

write (*,*) "loop time =",end," seconds"

flops=(ntimes*2*N*N)/end*1.0e -6

write (*,*) "loops runs at ",flops," MFLOPS"
end program prime

a(1,1),b(1,1),c(1,1),d(1,1)

13 Ohio Supercomputer Center
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De mo: Compi |l er Reportin

Pgf90 - 02 - Munroll - Minfo=loop - Mneginfo=loop
_ prime.fo0 I 0 prime.O2unroll
prime: _
13, Loop unrolled 4 times

Jprime.O2unroll
ooptime= 6.17000 seconds
loops runs at 324.1491  MFLOPS

pgf90 - 02 - Munroll - Mvect=assoc - Minfo=loop
- Mneginfo=loop prime.fo0 | O
_ prime.O2unrollvect
prime: _ _
11, Loop not vectorized: contains call
13, Loop unrolled 4 times

Jprime.O2unrollvect

ooptime= 6.170000 seconds
loops runs at  324.1491  MFLOPS

J:: el I R
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De mo: Compi |l er Reportin

pgf90 - 02 - Munroll - Mvect=assoc,prefetch - Minfo=loop
_ - Mneginfo=loop prime.fo0 - 0 prime.O2prefetch
rime:
g 11, Loop not vectorized: contains call
13, Unrolling inner loop 8 times _
Generated 3 prefetch instructions for this loop

Jprime.O2prefetch
oop time = 5.800000 seconds
loops runs at 344.8276  MFLOPS

pgf90 -0O2 - Munroll - Mvect=assoc,sse = - Minfo=loop
_ - Mneginfo=loop prime.fo0 I 0 prime.O2sse
rime:
P 11, Loop not vectorized: contains call
13, Generated vector sse code for inner IooR_
Generated 3 prefetch instructions for this loop

Iprime.O2sse
oop time = 5.590000 seconds
loopsruns at 357.7817 MFLOPS

g p: al | K-
IoEE
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Profiling

A Profiling is an approach to performance analysis in which
the amount of time spent in sections of code is measured
(using either a sampling technique or on entry/exit of a
code block) and presented as a histogram. This allows a
developer to identify the routines which are taking the
most execution time, as these are typically the best
candidates for optimization.

A Profiling can done at varying levels of granularity:
I Subroutine
I Basic block
I Source code line

A Profiling usually requires special compilation. The
specially compiled executable will generate a file
containing execution profile data as it runs. This data file
can be analyzed after the code is run using a profiling

analysis program.
2w ¢ |@
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Profiling Compiler Options

GNU compilers
- P9

Portland Group compilers
- Mprof=func

- Mprof=lines

Intel compilers

- P9
- prof - gen
- prof - use

EMPOWER. PARTNER. LEAD.

Enable function-level profiling using
gprof

Enable function-level profiling using
pgprof

Enable source code line-level profiling
using pgprof ; overhead may be

extremely high!

Enable function-level profiling using

gprof
Enable basic-block profiling for profile-

guided optimization
Enable profile-guided optimization

17 Ohio Supercomputer Center




Demo: Profiling (Portland Group)

program profiled
integer,parameter :: N=1000,ntimes=100
real,dimension(N N) b,c,d
real,dimension(N) ::
real :: begin,end
real,dimension(2) :: rtime

call random_number(b
call random_number(c
call random_number(d
begin=dtime(rtime)
do it=1,ntimes
do j=1,N
d((J] =myvsum(b,j)+myvprod(c,j)*myvsum(d,))
en

a(lifbaold)(lct: (%08 k (clO) write (*,*)

end dtlmefrtlme)
write (*,*) "loop time = ",end," seconds"
flops=(ntimes N*(3*N+2 )/end*l Oe -6
write (*,*) "loop ran at ",flops," MFLOPS"

J:: al | K-
IoEE
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De mo: Profiling (Port|

contains

real function myvsum(x,j)
real,dimension(N,N),intent(IN) :: x
integer,intent(IN) :: |
myvsum=x(1,))
do i=2,N N

myvsum=myvsum-+x(i,))

end do

end function myvsum

real function myvprod(Xx,j)
real,dimension(N,N),intent(IN) :: x
mteger,ante?lt(_l)N) )
myvprod=x(1,
4o =2 N .

myvprod=myvprod*x(i,j)

end do

end function myvprod

end program profiled

J:: el I R
IoEE
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De mo: Profi |l i ng
pgf90 - Mprof=func - O2 T Munroll
- Mvect=assoc,prefetch - Minfo=loop,inline
- Mneginfo=loop profiled.f90 - 0 profiled
profiled:
13, Loop not vectorized: contains call
myvsum:

29, Unrolling inner loop 8 times
Generated 1 prefetch instructions for this loop
Loop unrolled 7 times (completely unrolled)
myvprod:
38, Unrolling inner loop 8 times

Generated 1 prefetch instructions for this loop

Loop unrolled 7 times (completely unrolled)

Jprofiled
loop time = 1.430000 seconds
loop ranat 209.9301 MFLOPS

EMPOWER. PARTNER. LEAD. 20
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De mo: Profiling (Port|

pgprof pgprof.out
PGPROF Profiler 3.2 -2
Copyright 1989 - 2000, The Portland Group, Inc. All Rights Reserved.

~

File Settings

pgprof

Profiled: a.out on Wed Mar 26 14:12:16 EDT 2008 for 1.462919 seconds

@ |pgprof.out@profiled.fgu@mwsum |v| Select |ALL v Processes Miew Sort Search
4

View‘ Line| Filename | Function i | Time

[] 25 |profiled.f80 |mywsum z 602221 = 41%

Wl |1 profiled : 0.462919 = 32%

] |34 myvprod | 0.397779 = 27%

Sort By Time Sort By Time

et A S A N I NI
Process | Time
0 (mywsum) 02221 = 41% -
v

Sort By Time

Yiew l@%ﬂ?ﬁyﬁm |

Profile: pgprof.out

..
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Hardware Performance Counters

AMost modern microprocessors have one or more
event counters which can be used to count low level
processor events such as floating point operations,
cache line misses, and total instructions executed.

AThe output from these counters can be used to infer
now well a program is utilizing the processor.

Aln many cases, there are utilities for accessing these
nardware counters, through either a library or a
command line timing interface.

:: (75’ :\d’_ @
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Hardware Performance Counters on Glenn

A System-level utility called oprofile

I Only enabled in batch mode
I Request the perfmon node property

#PBS - I nodes=1:ppn=4 :perfmon

A TORQUE enables oprofile during job startup

I Host-wide performance monitoring
I Enabled on each of the nodes assigned to a job

S _H I D -
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Hardware Performance Counters on Glenn (con't.)

A Short performance report appended to the end of job
output

[...normal job output...]

Stopping profiling.

Signalling daemon... done

177785.0pt - batch.osc.edu performance results:
cput=00:00:04

mem=2552kb

vmem=74944kb

walltime=18:42:10
agg_mem_bw=7.32286374572999¢gb/s
agg_fp_perf=10.8107779147483¢gflop/s

J:: vl BN
OB
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Hardware Performance Counters on Glenn (con't.)

A Metrics reported:
I agg_mem_bw
A Aggregate memory bandwidth
AIn GB/s

I agg_fp_perf
A Aggregate floating point performance
A In GFLOP/s

0: | Wy 1 -
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Architectural Influences In Processor Performance

AModern Processor Architecture Features
I Pipelined functional units
I Superscalar execution
I Out-of-order and speculative execution
I Floating point instruction set extensions

AHierarchical Memory and Caching
I Hierarchical memory
I Cache layout
I Prefetching

:: (75’ :\d’_ @
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Modern Processor Architecture Features
Modern microprocessor cores are complex beasts:

AHigh degree of internal concurrency
I Many functional units, with pipelining
I SIMD/vector units
I Out of order and/or speculative execution

AComplex instruction sets
I The line between RISC and CISC or VLIW is very blurry
I Instruction decoders often decompose instructions into
multiple "micro-ops"
I Compilers have to work extra-hard to decide how to
schedule instructions
CIEAEY
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Pipelined Functional Units

AFor the processors in most modern parallel
machines, the circuitry on the chip which performs a
given type of operation on operands In registers is
known as a functional unit.

AMost integer and floating point functional units are
pipelined, meaning that they can have multiple
Independent executions of the same instruction
placed in a queue. The idea is that after an initial
startup latency, the functional unit should be able to
generate one result every clock period (CP).

AEach stage of a pipelined operation can be working
simultaneously on different sets of operands.

28



Superscalar Execution

A Processors which have multiple functional units which can operate

concurrently are said to be superscalar.

A Examples:

I AMD Opteron
A 3 Floating point/MMX/SSE units
A 3 Integer units
A 3 Load/store units

I IBM POWERG6
A 2 Floating point units
A 2 Integer units
A 2 Load/store units

I Intel Itanium 2
A 2 Floating point units
A 4 Integer units
A 2 Load/store units

I Intel Xeon
A 2 Floating point units
A 2 Integer units
A 2 Load/store units

EMPOWER. PARTNER. LEAD. 29
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Out-of-Order and Speculative Execution

AA processor which allows instructions to be executed
In a different order than they were issued is said to
support out-of-order execution:

I Done to improve data locality for pipelined operations.
I Complicates exception handling.

ASome architectures, such as Itanium, take this a step
further into speculative execution:

I A code path may be executed even though its result may
not be needed.

I Done to avoid the overhead of a mis-predicted branch.

:: (75’ :\d’_ @
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Floating Point Instruction Set Extensions

Newer processors have additional floating point instructions beyond the usual
floating point add and multiply instructions:

A Square root instruction -- usually not pipelined!
I AMD Opteron
I IBM POWER
I Intel Itanium 2
i Intel Xeon

A SIMD (a.k.a. vector) floating point instructions
I AMD Opteron
I IBM Cell i designed around the concept!
I Intel Xeon

A Combined floating point multiply/add (MADD) instruction
i AMD Opteron ("Barcelona" and after, using SIMD)
i IBM POWER
I Intel Itanium 2
i Intel Xeon ("Woodcrest" and after, using SIMD)
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Hierarchical Memory and Caching

AHierarchical Memory
I Levels
I Latency

ACache Layout
APrefetching

:: (75’ :\d’_ @
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Hierarchical Memory

Functional Units

L1 Cache Registers

Processor Data Bus (10-80 GB/s)

Processor Core

L2 Cache (On or Off-Die)

Memory Bus (4-20 GB/s)

Interconnect Network

(125-2000 MB/s)
To

Remote
Memory

Local Memory

33



Hierarchical Memory Components

ARegisters: On-chip circuitry used to hold operands and
results of functional unit calculations.

AL1 (Primary) Data Cache: Small (on-chip) cache used to
hold data about to operated on by processor.

AL2 (Secondary) Cache: Larger (on- or off-chip) cache used
to hold data and instructions retrieved from local memory.
Some systems also have L3 and even L4 caches.

ALocal Memory: Memory on the same node as the processor.

Alnterconnect Network: Wiring which connects nodes to each
other; topologies can vary:

I Cray XT3/4/5, IBM BlueGene: 3D Torus
I SGI Altix: Fat bristled hypercube
I IBM SP, most clusters: Switch or tree of switches
ARemote Memory: Memory on another node but accessible to

all processors in the network.
#lwlv]e
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Hierarchical Memory and Latency

AThe key to hierarchical memory is that going down each level
of the hierarchy introduces approximately an order of
magnitude more latency than the previous level.

A Actual latencies for an Itanium 2 (1.4GHz) :
i L1 data cache: 3 CPs

i L2 cache: 9 CPs

I L3 cache: 24 CPs

I Local memory. 60 CPs

A Actual latencies for an Opteron 8218 (2.6GHz):
I L1 data cache: 3 CPs
I L2 cache: 12 CPs
I Local memory. 166 CPs

::: ol e
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Cache Layout

A Caches are split into segments called cache lines, which are typically 4 or
8 words long. When a piece of data is fetched from either a higher level
cache or local memory, an entire cache line is loaded.

A Most of the optimization techniques to follow allow the user to write code
such that an entire cache line is used before it is replaced and another line
retrieved. This implies that a memory stride of one is critical to making

efficient use of cache.

A Caches can be either direct mapped (consecutive locations in memory
are mapped to consecutive cache lines in the cache) or N-way set
associative (a location in memory can map to any of N different cache
lines). Direct mapped caches are easier to Implement, but set associative
caches are generally considered to be superior because they have less
potential for cache thrashing.

A Fortran COMMON blocks can be used to insure that arrays are stored in
adjacent locations in memory.

— - =4 ]
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Prefetching

APrefetching is the retrieval of data from memory to
cache before it is needed in an upcoming calculation.
This i1s an example of a general optimization
technique called latency hiding in which
communications and calculations are overlapped and
occur simultaneously.

AThe actual mechanism for prefetching varies from
one architecture to another.

I On most architectures, prefetching instructions are
generated by optimizing compilers

I On the Pentium 4 and some other architectures, there is

also a prefetch engine on the chip
2w 0@
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General Performance Tuning Techniques

Alnlining

ALoop Optimization
I Pipelining and vectorization
I Unrolling
I Splitting
AMemory Optimization
Cache alignment
Stride-One memory access

Avoiding cache thrashing
Prefetching

AFloating Point Behavior
I Instruction set extensions
I Division
I Exception handling
A Optimized Mathematical Libraries

EMPOWER. PARTNER. LEAD. 38
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Inlining

Alnlini ndg IS a tried and true optimization technique that can be
applied on all computers from workstations to vector
supercomputers and parallel platforms.

I Inlining consists of replacing a subroutine call or function reference by
the actual body of the subprogram. In this way, the overhead of
moving to the subprogram code (which can be significant) is
eliminated. The subprogram body is put in the line where the call was

made.

Alnlining is particularly effective for subprograms that are
relatively small and are called a large number of times. The
only drawback to inlining is "code bloat" because the amount
of memory needed to hold the assembly code that comprises

your code grows.

A Since inlining is an established optimization technique, it is
usually implemented simply with compiler options or

directives.
2w 0@
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Inlining Compliler Options

GNU compilers
- fno - inline Disable inlining
- finline - functions Enable inlining of functions

Portland Group compilers
-Mextract =opti on|[ Extractfunctions selected by option for

use in inlining; option may be
name:function or size:N where Nis a
number of statements

-Minl i ne=opti on[ , Performinlining using option ; option
may be lib:filename.ext :
name:function , size:N , or levels:P

Intel compilers

-ip Enable single-file interprocedural
optimization, including enhanced inlining

- ipo Enable interprocedural optimization
across files

B
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Demo: Inlining (Portland Group)

program inline
parameter (N=40000000)
real a,x,y,z
real begin,end,rtime
a=28.456890
begin=dtime(rtime)
doi=1,N
call hyp(a,x,y,z)
end do
end=dtime(rtime)
print*," loop time=",end - begin
print*,x,y,z
end
subroutine hyp(a,x,y,z)
real a,x,y,z
call random_number(x); call random_number(y);
z=sqrt(y**2+a*x**2)
return
end

EMPOWER. PARTNER. LEAD. a1
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De mo: |l nl 1 ni ng
pgf90 - O2 inline.f90 - 0 noinline

/noinline

loop time= 1.700000

0.1012497 0.8724552 1.026111

pgfo0 - 02 - Minline  inline.f90 - 0 inline
Jinline

loop time= 1.550000

0.1012497 0.8724552 1.026111

Inlined loop runs
8.82% faster than
non-inlined loop

EMPOWER. PARTNER. LEAD. 42
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Loop Optimizations
AVectorization and pipelining

ALoop unrolling
ALoop splitting

EMPOWER. PARTNER. LEAD. 43
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Vectorization and Pipelining

AVectorizatic_)n IS a process by which code is structured to
operate on lists of operands.

I Most vectorized loops end up looking like matrix/vector arithmetic or
linear algebra, hence the name.

I Some languages (e.g. Fortran 90 and after, Matlab) have this idea built
In.
A On vector processors like the old Crays, vectorization is
absolutely critical to performance.

I Most modern architectures have some SIMD/vector capability, though
the maximum vector length is comparatively short.

AEven on architectures which lack SIMD/vector functional units,
vectorization is an important part of code optimization.

I With pipelined functional units, vectorization is used to keep the
pipelines full.

::: ol e
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Vectorization and Pipelining Compiler Options
GNU compilers

- ftree - vectorize Perform loop vectorization on trees
Portland Group compilers
- Mvect Enable vectorization, including
pipelining.
- Mvect=cachesize:N Enable vectorization and assume L2

cache size is N bytes for the purposes
of blocking and tiling optimizations.

Intel compilers
- 03 Aggressive optimization, including
vectorization and other loop
transformations
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Demo: Vectorization (Portland Group)

program vect _
Integer,parameter :: N=1000000, ntimes=1000
real,dimension(N):: a,b,c
real:: begin,en _
real,dlmenS|on52):: rtime
common/saver/a,b,c
call random_number(b
call random_number(c
X=2.5 .
begin=dtime(rtime)
do 1t=1,ntimes
DR OR S0
a()=b(i)+x*c(l
end c?o
end do _
en_d:dtlmeﬁrtlme) _
rint *,' my loop time (s) is ',(end)
Io_p:£2.0*N*nUmes?/(end)*l.Oe -6
print *,' loop runs at ',flop," MFLOP'
p(rjlnt *,a(1),b(1),c(1)
en

J:: el I R
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Demo: Vectorization (Portland Group, con't.)

pgf90 1 02 T Minfo=loop vect.fo0 I 0 novect
/novect
my loop time (s) is  4.690000
loop runs at 426.4392 MFLOPS
2.927826 0.9079230 0.8079612

pgf90 102 i Mvect 1 Minfo=loop vect.f90
vect:

11, Created a tiled loop

13, Created a tiled loop

Jvect
my loop time (s) is
loop runs at  1250.000
2.927826 0.9079230

1.600000
MFLOPS
0.8079612

EMPOWER. PARTNER. LEAD. A7
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Almost 3x speedup
just by enabling
vectorization!
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Loop Unrolling

A Loop unrolling is an optimization technique which can be
applied to loops which perform calculations on array elements.

A Consists of replicating the body of the loop so that calculations
are performed on several array elements during each iteration.

AReason for unrolling is to take advantage of pipelined
functional units. Consecutive elements of the arrays can be In
the functional unit simultaneously.

AProgrammer usually does not have to unroll loopsfi by h-an
compiler options and directives are usually available.
Performing unrolling via directives and/or options is preferable:

I Code is more portable to other systems
I Code is self-documenting and easier to read

ALoops with small trip counts or data dependencies should not

be unrolled! YR ) G
#lwlv]e
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Loop Unr ol |

Advantaqges:

ACan be done automatically
by compiler.

AMakes use of pipelined
functional units.

AMakes use of multiple
pipelined functional units on
superscalar processors.

A Compiler may be able to pre-
load array operands into
registers, hiding load
latencies.
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ng (conot)
Disadvantages:

ALimited number of FP
registers on some
architectures

I AMD Opteron: 16

IBM POWERG6: 32
Intel Itanium: 128(!)
Intel Xeon: 16

0: | Wy 1 -
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Loop Unrolling Example

ANormal loop

do i=1,N
a(i)=b(i)+x*c(i)
enddo

APerformance (compiled - O2)

I Opteron 2.6GHz: 425 MFLOPS
I Xeon 2.4GHZ: 356 MFLOPS

T Itanium 2 1.3GHz: 190 MFLOPS

EMPOWER. PARTNER. LEAD. 50

AManually unrolled loop

doi=1,N,4
a(i)=b(i)+x*c(i)
a(i+1)=b(i+1)+x*c(i+1)
a(i+2)=b(i+2)+x*c(i+2)
a(i+3)=b(i+3)+x*c(i+3)
enddo

APerformance (compiled - 02

I Opteron 2.6GHz: 430 MFLOPS
I Xeon 2.4GHz: 355 MFLOPS
I Itanium 2 1.3GHz: 191 MFLOPS

:: (73’ :\d/_ @
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Loop Unrolling Compiler Options
GNU compilers

- funroll - loops Enable loop unrolling

- funroll - all -loops Unroll all loops; not recommended
Portland Group compilers

- Munroll Enable loop unrolling

- Munroll=c:N Unroll loops with trip counts of at least N

- Munroll=n:M Unroll loops up to Mtimes
Intel compilers

- unroll Enable loop unrolling

- unrollM Unroll loops up to Mtimes
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Demo: Loop Unrolling Directives (Portland Group)

program dirunroll _
Integer,parameter :: N=1000000, ntimes=1000
real,dimension(N):: a,b,c
real:: begin,en _
real,dlmen5|on$2):: rtime
common/saver/a,b,c
call random_number(b
call random_number(c
X=2.5 |
begin=dtime(rtime)
do 1t=1,ntimes
IDIR$ UNROLL 4
do i=1,N _
a(g:b(|)+x*c(|)
end do

end do _
en_d:dtlme(rtlmeg_ _
Prlnt *''my loop time (s) is ',(end)
Io_p:£2. * *ntlmeszl(end)*l.Oe -6
print *,' loop runs at ',flop," MFLOP'

g print *,a(1),b(1),c(1)
en
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Demo: Loop Unrolling Directives (Portland Group, con't.)

pgf90 - 0O2 - Munroll - Minfo=loop dirunroll.f90 - o dirunroll

dirunroll:
13, Loop unrolled 8 times

Jdirunroll

my loop time (s) is  4.640000

loop runsat 431.0345 MFLOP
2.927826 0.9079230 0.8079612

Had there not been a

number following the
UNROLLdirective, the

compi |l er woul dove
unrolled the loop two
times.

\// @
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Loop Splitting

ALoop splitting (also known as loop blocking or loop tiling)
IS a simple technique in which two loops are created from one
In order to improve performance. The drawback to loop
splitting, of course, Is the extra overhead connected with the
second loop. Typically this extra overhead is offset by the
Increased performance of the code as a whole. There are
many reasons for loop splitting including:

I Splitting out the data-dependent part of the loop body. The remaining
loop can be unrolled to take advantage of the pipelined functional
units.

I Splitting a loop with many arrays so that the split loops can maximize
the advantage of prefetching. Most architectures that support :
prefetching also support having multiple concurrent prefetches running
at once.

I Reaqister pressure. This occurs when a loop is unrolled and the
extensive calculations in the loop body overuse the FP registers.
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Loop Splitting Compiler Options

GNU compilers
None

Portland Group compilers
- Mvect Enable vectorization, including loop tiling

Intel compilers
- 03 Aggressive optimization, including loop

transformations
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Demo: Loop Splitting (Portland Group)

program split2
integer,parameter :: N=500000,ntimes=1000
real,dimension(N) :: x,a,b,c,d,e
real,dimension(N) :: y,f,g,h,k,l
real:: begin,end
real,dimension(2) :: rtime
x=0.0;a=1.0;b=2.0;c=3.0;d=4.0;e=5.0
y=0.0;f=6.0;0=7.0;h=8.0;k=9.0;1=10.0
begin=dtime(rtime)
do it=1,ntimes
do i=1,N
x(i)=x(i)+a(i)+b(i)+c(i)+d(i)+e(i)
y()=y(i)+f()+g(i)+h(i)+k(i)+1(i)
end do
enddo
end=dtime(rtime)
print *, ' my loop time (s) is ',(end - begin)
flop=(10.0*N*ntimes)/end*1.0e -6
print *,' loop runs at ',flop," MFLOP'
print *,x(1),y(1)

end program split2
56



Demo: Loop Splitting (Portland Group, con't.)

pgf90 1 02 T Minfo=Iloop split2.f90

split2.02

my loop time (s) is  8.789999

loop runs at 567.5369 MFLOP
15000.00 40000.00

pgf90 102 i Mvect 1 Minfo=loop split2.f90

split2:
10, Created a tiled loop
11, Created a tiled loop

split2.02vect
my loop time (s) is  2.350000
loop runs at 2118.644 MFLOP
15000.00 40000.00
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Memory Optimizations

AThe sad fact of the matter is that while memory size
tends to keep pace with Moore's Law, memory speed
does not.

I DRAM density increases roughly 60% per year (i.e.,
guadrupling every three years)

I DRAM cycle time decreases by 1/3 every ten years

AAs a result, most memory optimization techniques
are designed to:

I Improve data locality by moving data as close to the
processor as possible

I Hide memory access latency as much as possible

:: (75’ :\d’_ @
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Cache Line Alignment of Arrays

AOne optimization technique offered on most systems
IS a way to align arrays or common blocks to begin
on cache line boundaries. This allows the user to

I first, better understand the exact layout of their arrays In
the data cache; and

I second, to make sure cache lines are "full" of actual array
elements and not extraneous data.

AAs with many optimizations, compilers can usually do
automatic cache line alignment of arrays, although
they sometimes need help in the form of directives.

:: (75’ :\d’_ @
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Cache Alignment Compiler Options

GNU compilers

- malign - double Align double precision variables on
64-bit boundaries

Portland Group compilers

- Mcache_align Align arrays not in COMMON blocks
on cache line boundaries

Intel compilers

- Zp8 Specify alignment constraint for
structures on 8-byte boundaries;
default
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Stride-One Memory Access

ATo make the most effective use and reuse of cache, loops that
work with arrays should use a stride of one whenever
possible. This is particularly important for nested loops
operating on multidimensional arrays.

AMost programming languages (C, C++, etc.) are row-major;
that is, in a 2D array, they store elements consecutively by
row:

I First array index should be outermost loop
I Last array index should be innermost loop

AHowever, all versions of Fortran are column-major, so there
the reverse is true:
I Last array index should be outermost loop
I First array index should be innermost loop

0: | Wy 1 -
OB
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Stride-One Memory Access Examples

The following two sample programs work with a real array
0(1024,1024)

Aln the first program, array b is accessed correctly (by column)
so that successive array elements are brought into cache line
by line and each cache line is used four times (three cache

hits).

Aln the second program, array b is accessed incorrectly (by
row) so that after the cache line containing b(1,1) Is fetched,
the next element needed is b(1,2) which does not occupy
the same cache line as b(1,1) . This causes a cache miss
and the original cache line is flushed and a new one brought in
from local memory, thus the much worse performance.

:: (75’ :\d’_ @
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Demo: Good Cache Reuse (Portland Group)

program goodstride

iInteger,parameter :: N=1024,M=1024,ntimes=1000

real,dimension(N,M) :: a,b
real,dimension(N) ::'c
real:: begin,en _
real,dimension(2) :: rtime

call random_number(b); call random_number(c)

begin=dtimé(rtime
dogt:_l,ntim;(s )

a(i
end do
end do
print *,a(1,1),b(1,1)
end do

end=dtime(rtime)

rint *,'my loop time (s) is ',end

lop=(ntimes*N*M)/end*1.0e

print *,'loop runs at ',flop," MFLOP"

end program goodstride

EMPOWER. PARTNER. LEAD.
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a and b are
accessed
correctly (by
column)

-6
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Demo: Good Cache Reuse (Portland Group, con't.)

pPgf90 - 0O2 - Munroll - Minfo=loop goodstride.f90 I
0
goodstride
goodstride:
13, Loop unrolled 8 times

Jgoodstride

[...1000 lines of numerical output elided...]
my loop time (s) is  3.960000
looprunsat 264.7919  MFLOP

s \6/ @
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Demo: Poor Cache Reuse (Portland Group)

program badstride
integer,parameter :: N=1024,M=1024,ntimes=100
real,dimension(N,M) :: a,b
real,dimension(N) :: c
real:: begin,end
real,dimension(2) :: rtime
call random_number(b); call random_number(c)
begin=dtime(rtime)
do it=1,ntimes

doi=1,N

doj=1,M
a(i.)=b(i.j) (i) a and b are accessed

end do incorrectly (by row)

end do

print *,a(1,1),b(1,1)
end do
end=dtime(rtime)
print *,'my loop time (s) is ',end
flop=(ntimes*N*M)/end*1.0e -6
print *,'loop runs at ',flop," MFLOP'
end program badstride
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De mo : Poor Cache

pPgf90 - O2 1T Minfo=loop T Mneginfo=loop
badstride.fo0 - 0 badstride.O2

/badstride.O2

[...100 lines of numerical output elided...]
my loop time (s) is 21.3500
looprunsat 4.911363 MFLOP
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Loop Interchange for StrideOne Memory Access

ACompilers will often try to automatically rearrange
loops to get stride-one memory access by doing loop
Interchange (also known as loop nest
optimization).

I Loop interchange consists of swapping inner and outer

loops where the swap does not affect the results of the
calculations done in the inner loop.

AFor instance, the previous program could be
compiled with a option which allowed the compiler to
iInterchange the loops in1 and j , which would result
In almost as good performance as if the code had
originally been written that way.
A E)
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Loop Interchange Compiler Options

GNU compilers

None
Portland Group compilers
- Mvect Enable vectorization, including loop
iInterchange

Intel compilers

- 03 Enable aggressive optimization,
iIncluding loop transformations

W:m: al | K-
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Demo: Loop Interchange (Portland Group)
Using the same badstride.f90 as in the previous example:

pgf90 - 02 1T Mvect 1 Minfo=loop
I Mneginfo=loop badstride.f90
- 0 badstride.O2vect

badstride: | |
11, Loop not vectorized: contains call

12, Interchange produces reordered loop

nest: 13, 12
Created a tiled loop
13, Created a tiled loop Much better, but still not as

fast as goodstride.f90

Jbadstride.O2vect

[...100 lines of numerical output elided...]
my loop time (s) is 0.530000
loopruns at 197.8445  MFLOP

s \6/ @
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Avoiding Cache Thrashing

A In the first run of the previous program, each column of the array b filled the
entire data cache and when it was improperly accessed cache misses
occurred often and new data cache lines had to be brought in. The general
term for this type of problem in code performance is called cache
thrashing. In the previous case, the cache thrashing was minimized by
loop interchange.

A An optimization technique aimed at minimizing cache thrashing in Fortran
programs is COMMON block padding. In the next two programs arrays b
and c both fill the cache so when they are used in the addition loop
considerable cache thrashing occurs as c(1) knocks out the line b(1) is
In, then b(2) knocks out the line ¢c(1) was in and so on.

A The second program illustrates the use of common-block padding. By
putting a fake array - space(4) - between b and c in the COMMON block
we shift the memory addresses of b and ¢ and thus shift the cache lines
they map to. Arrays b and ¢ no longer collide in the cache.

0: | Wy 1 -
OB
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Demo: Cache Thrashing (Portland Group)

program thrash

integer,parameter :: N=4*1024*1024 .
integer, parameter :: ntimes=100 Considerable cache
rea:,dLmensionéN) :cb,a thrashing occurs as c(1)
real:: begin,en :
real,dimension(2):: rtime knocks out the line b(l)
ID|%o$mCrrlegqu§virﬁ?échl / IS In, then b(2) knocks
! » saver : .
call random_number(b) out the line c(1) was In
call random_number(c) and so on

begin=dtime(rtime)
do it=1,ntimes
doi=1,N
a(i)=b(i)+c(i)
end do
end do
end=dtime(rtime)
print *,'my loop time (s) is ',end
flop=ntimes*N/end*1.0e -6
print *,'loop runs at ',flop," MFLOP'
print *,a(1),b(1),c(1)
end program thrash

\\Il/
-
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Demo: Cache Thrashing (Portland Group, con't.)

pPgfo0 - 0O2 - Munroll - Minfo=loop
thrash.f90 - 0 thrash
thrash:
11, Loop unrolled 8 times

Jthrash

my loop time (s) iIs  2.5100000

looprunsat 167.1037 MFLOP
1.611511 0.9079230 0.7035879

M:: (73’ :\d/_ @
E JH JH f") —

EMPOWER. PARTNER. LEAD. o2 ObtbSupdiosmontelCanter



Demo:. COMMON Block Padding (Portland Group)

program pad

integer,parameter :: N=4*1024*1024
integer,parameter :: ntimes=100
rea:,dignensionc(lN) :c,b,a
real:: begin,en )
real,dime/nsion§2)l:3: rtime @ By putting the fake array,
common/saver/a,b,  space(4) ,c j

IDIR$ CACHE_ALIGN /saver/ space(4) , in the COMMON
ca” rangom numBer(b) block, arrays b and ¢ no
call random_number(c PP
begin=dtime{rtime) (©) longer collide in the cache.
do it=1,ntimes

do i:1,N
a(i)=b(i)+c(i)
end do
end do
end:dtime(rtime)
print *,'my loop time (s) is ',end
flop= ntimes*N/end*1.0e -6
prlnt* 'loop runs at ',flop," MFLOP'
print *,a(1),b(1),c(1)
end program pad
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Demo:. COMMON Block Padding (Portland Group, con't.)

pgf90 - 0O2 - Munroll - Minfo=loop pad.f90 -0
pad
pad:
11, Loop unrolled 8 times

pad

my loop time (s) iIs  2.3900000

looprunsat 175.4939 MFLOP
1.611511 0.9079230 0.7035879

M:: (73’ :\d/_ @
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COMMON Block Padding Compiler Options

GNU compilers

- malign - double Align double precision variables on
64-bit boundaries, including in
COMMON blocks
Portland Group compilers

- Mdalign Align doubles [i.e. REAL*8] in
COMMON blocks and structures on 8-
byte boundaries

Intel compilers

- Zp8 Specify alignment constraint for
structures on 8-byte boundaries,
including in COMMON blocks; default

- pad Enable changing of variable and array
memory layout

- hopad Disable changing of variable and array
memory layout; default
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Dimension Extension

Aln this technique, extra "fake" rows are added to the dimension
of arrays so that they are separated in memory and thus do
not collide in cache. It is equivalent to common-block padding
with the padding done "inside" the array. With this technique
care should be taken not to use the fake rows in any real
calculations both for accuracy's and performance's sake.

Aln the first of the following programs the columns on the array
b exactly fill the primary data cache and thus when different

columns are subtracted excessive data thrashing occurs.

AlIn the second following sample program this cache thrashing
IS minimized by adding 8 extra rows to the array b thereby

displacing the rows in cache.

::: ol e
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Demo: Column Cache Thrashing (Portland Group)

program dim
Integer,parameter :: N=
real,dimension(N,M) :: a,b
real:: begin,end
real,dimension(2):: rtime
common/saver/a,b

IDIR$ CACHE_ALIGN /saver/
call random_number(b)
begin=dtime(rtime)
do it=1,ntimes

doj=1,M -1
do i=1,N
a(i,j)=b(i,)) - b(i,j+1)
end do
end do
print *,a(1,1),b(1,1)
enddo
end=dtime(rtime)
print *,'my loop time (s) is ',end
flop=(ntimes*N*(M -1))end*1.0e -6
print *,'loop runs at ',flop," MFLOP'
end program dim

EMPOWER. PARTNER. LEAD. -

1024 ,M=64,ntimes=10000

Columns on array b
exactly fill the primary
data cache and thus
when different columns
are subtracted excessive
data thrashing occurs.
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Demo: Column Cache Thrashing (Portland Group, con't.)
pgfo0 - O2 T Minfo=loop dim.f90 -0 dim

Jdim

[...10000 lines of numerical results elided...]
my loop time (s) is 1.380000
loop runs at 467.4783 MFLOP

M:: (73’ :\d/_ @
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Demo: Dimension Extension (Portland Group)

program paddim

integer,parameter :: N=1024,M=64,ntimes=10000

real,dimension(
real:: begin,end
real,dimension(2):: rtime
common/saver/a,b
IDIR$ CACHE_ALIGN /saver/
call random_number(b)
begin=dtime(rtime)
do it=1,ntimes
doj=1,M -1
doi=LN
a(l,})=b(i.j)
end do
end do
print *,a(1,1),b(1,1)
enddo
end=dtime(rtime)
print *,'my loop time (s) is ',end
flop=(ntimes*N*(M - 1))/lend*1.0e
print *,'loop runs at ',flop," MFLOP'
end program paddim

N+4,M) :: a,b

- b(i,j+1)

EMPOWER. PARTNER. LEAD.
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Demo: Dimension Extension (Portland Group, con't.)
pPgfa0 - O2 T Minfo=loop paddim.f90 - 0 paddim

Jpaddim

[...10000 lines of numerical results elided...]
my loop time (s) is 1.320000
loop runs at 488.7273 MFLOP
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Compliler-Initiated Prefetching

AOn a few architectures such as the Pentium 4,
prefetching happens automatically

I Processor watches fetch traffic from main memory into L2
(or higher) cache

I If several adjacent locations in memory are requested, the
processor may optimistically load several cache lines
beyond that as well

AHowever, on most systems, the decision to prefetch
or not to prefetch must be made at compile time

I Can help or_hurt performance!
I Requires experimentation

:: (75’ :\d’_ @
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Prefetching Compiler Options
GNU compilers
- fprefetch - array -loops Enable prefetching, if supported.

Portland Group compilers
- Mvect=prefetch Enable prefetching

Intel compilers

- 03 Enable aggressive optimization,
including prefetching
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Demo: Prefetching (Portland Group)

program sum
integer parameter :: N=5000,ntimes=200000
real :: X(N),y(N)
real:: begin,end
real:: rtime(2)
common/saver/x,y
IDIR CACHE_ALIGN
call random_number(x)
call random_number(y)
begin=dtime(rtime)
do it=1,ntimes
do i:1,N
y()=x(1)+
end do
If (mod(it,10000).eq.0) print *,x(1),y(1)
end do
end=dtime(rtime)
print *,' my loop time (s) is ',end
flop=(N*ntimes)/end*1.0e -6
print *," loop runs at ',flop," MFLOP'
end program sum
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De mo: Prefetching (Por

pgf90 - 0O2 - Munroll - Minfo=loop sum.f90 I 0sum.02
sum:

12, Loop unrolled 4 times
Jsum.O2

[...20 lines of numerical results elided...]
my loop time (s) is  1.950000
loop runsat 512.8206 MFLOP

pgf90 - 02 - Munroll - Mvect=prefetch - Minfo=loop sum.f90
- 0 sum.prefetch
sum:
12, Unrolling inner loop 8 times
Generated 1 prefetch instructions for this loop

Jsum.prefetch

[...20 lines of numerical results elided...]
my loop time (s) is  1.990000
loop runs at 502.5126 MFLOP

g p: al | K-
IoEE
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Floating Point Behavior
Alnstruction set extensions

ADivision

AException handling
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Floating Point Instruction Set Extensions

ABYy default, most compilers will be fairly conservative
about the floating point instructions they generate.

Aln particular, they will typically not generate code that
makes use of extended FP instruction sets (such as
SSE?2 or SSE3) without being told to do so.

y=3 \\I &
-
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Instruction Set Extension Compiler Options

GNU compilers
- mfpmath=sse

Portland Group compilers
- Mvect=sse

- fastsse

Intel compilers
- IPF_fma

- IPF_fma -

-XT

87

Use SSE instructions to perform floating
point arithmetic where possible

Use SSE instructions to implement vector
loops where possible

Use SSE instructions to implement vector
loops where possible

Enable the combining of floating point
multiplies and add/subtract operations
(Itanium only)

Disables the combining of floating point
multiplies and add/subtract operations
(Itanium only)

Enables generation of SSE3 instructions
(x86_64 only)



Floating Point Division

AFloating point division is an expensive operation
I Takes 22-60 CPs to complete (average about 32 CPs)
I Usually not pipelined
I According to the IEEE-754 floating point standard,
divisions must be carried out as such and not replaced

with a multiplication by a reciprocal (even for division by a
constant!)

AA common optimization technique isto fi r e kha x 0
IEEE requirements and replace a division with
multiplication by a reciprocal. Most compilers do this
automatically at higher levels of optimization.

:: (75’ :\d’_ @
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Floating Point Division Compiler Options

GNU compilers

None
Portland Group compilers
- Kieee Require strict IEEE-754 compliance
- Knoieee Use inline division and disable traps on

underflow; default

Intel compilers

- mp Maintain floating point precision by not
transforming division into multiplication by
a reciprocal

-mpl Improve floating point precision while still

allowing some rearrangement of
arithmetic operations
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Floating Point Division Example

AConsider the following code
X=2.5
do i=1,N
a(i)=a(i)/x
enddo

AOn a 2.6GHz Opteron using the Portland Group
pPgf90 compiler, the compiler will automatically
compute (1.0/2.5) once outside the loop and replace
the division in the loop with a multiplication by this
value. The new multiplication loop will then be

unrolled. The resulting performance will be 1151
MFLOPS.

I If the user forces IEEE conformance (pgf90 - Kieee ),
the performance will be reduced to 310 MFLOPS.
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Floating Point Division With Arrays

A Consider the following loop nest in which the array AG,j) is
scaled by different factors stored in array B(i)
do j=1,N
do i=1,N
A®1LD)=A(,))/B(i)
enddo
enddo

AThe compiler can do no automatic optimization to this,
because B(i) Is not a scalar. However, you can manually do
the following:

I Create a temporary array to hold the inverses of the B(i) array.

I Replace the division in the inner loop with multiplication by the
temporary array.

I The resulting code can be unrolled and/or pipelined.

J:: al | K-
IoEE
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Floating Point Exception Handling

AThe IEEE-754 floating point standard defines several
exception conditions:
I Overflow
I Underflow
i Divide by zero
i Invalid operand
A By default, programs generated by most compilers will catch
FP exceptions automatically and keep running; however, there

are typically flags available to force a program to crash when
an FP exception is encountered.

AFP exceptions are expensive on Itanium, as they are reported
to the kernel and logged via syslog

I This is especially a problem for codes that assume that FP underflows
are ignored and rounded to zero, which is usually the case on most

other platforms.
f:: el I R
#lwlolo

92 Ohio Supercomputer Center

EMPOWER. PARTNER. LEAD.



Floating Point Division Compiler Options

GNU compilers

None
Portland Group compilers
- Mflushz Set SSE to flush-to-zero mode.
- Ktrap=fp Abort on invalid operand, divide by zero,

and overflow
Intel compilers

- f pe0 Abort on invalid operand, divide by zero,
and overflow

- fpel Abort on all floating point exceptions

- fpe3 Ignore all floating point exceptions

- ftz Flush underflow results to zero; on
x86 64, also set SSE to flush-to-zero
mode.
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Optimized Math Libraries

A By default the algorithms used to calculate intrinsic math functions
("calculator functions") are scalar in nature. On the other hand, loops which
use some intrinsic function calls on array elements used can be
"vectorized" so that the functions calls can be optimized. The vectorization
of the loop occurs in several steps.

I First the intrinsic calls are separated into their own loop where the
results are assigned to a temporary array and

I an optimized algorithm is used to make use of the pipelined functional
units.

I The resulting temporary array is then used in the original loop instead
of the actual function calls.

A The functions which can be vectorized in this manner include log , alog |,
exp, pow, ** ,sin , cos, sqrt , and 1.0/sqrt

A Manufacturers of high performance computers also typically supply highly
optimized versions of commonly used numerical libraries such as BLAS

and LAPACK.
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Demo: Optimized LAPACK & BLAS (Portland Group)

program uselapack
integer,parameter :: N=1000,ntimes=10
real,dimension(N,N) :: a
real,dimension(N) :: X,y
integer,dimension(N) :: pivots
integer :: it,info
real :: begin,end
real,dimension(2) :: rtime

call random_number(a)
call random_number(x)
y=X
begin=dtime(rtime)
do it=1,ntimes
call sgesv(N,1,a,N,pivots,x,N,info)
if (mod(it,ntimes/10).eq.0) write (*,*) x(1),X(N)
X=y
end do
end=dtime(rtime)
write (*,*) ntimes," iterations of SGESV on a ",N,"x",N, &
& " matrix took ",end," seconds"
end program uselapack
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Demo: Optimized LAPACK & BLAS (Portland Group, con't.)

pgf90 - O2 uselapack.f90 - 0 uselapack.stock i llapack
I Iblas

Juselapack.stock

10 iterations of SGESV on a 1000x1000 matrix took
2.480000 seconds

module load acml

pgfo0 - O2 uselapack.f90 - 0 uselapack.acml $ACML

Juselapack.acml

10 iterations of SGESV on a 1000x1000 matrix took
1.260000 seconds

I:m: a2l | -~
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Parallel Performance Metrics

A As with single processor performance, the simplest parallel
performance metric is always wallclock time.
I Represents the "time to solution"
I CPU time is even less useful here than in the single processor case.

AHardware performance counters can still be used to assess
overall performance as well.

AHowever, the addition of parallelism in the application
Introduces the concept of scalability and two new metrics to
consider:

I Speedup
I Parallel efficiency

W:m: al | K-
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Strong vs. Weak Scaling in Parallel Applications
There are two kinds of scalabllity in parallel applications:

AWhen each processor has a constant amount of work to do
Invariant of the processor count, that is said to be a weak
scaling problem. For example:

I Monte Carlo simulations
I Many embarassingly/pleasantly parallel simulations

AWhen the amount of work done by an individual processor is
Inversely proportional to the processor count, that is said to be
a strong scaling problem. For example:

I Finite difference models
I Finite element models

Altis typically much easier to scale a weak scaling problem out
to large processor counts than it is a strong scaling problem!

::: ol e
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Parallel Performance Metrics . Speedup

AAn important metric for parallel applications with strong scaling
characteristics is speedup, the ratio of the time for a single
processor to that for N processors, given the same input:

S(N) =t(1) / t(N)
or, more generally:

S(N) = Ny t(No) /t(N)

AThis is a measure of how much faster an application becomes
as more processors are used.

Aldeally, speedup would be exactly equal to the processor
count:

Sﬁdea(N) =N

Alt occasionally happens that the speedup on N processors is
greater than N. This situation is known as superlinear
speedup.

100



Parallel Performance Metrics: Parallel Efficiency

AAnother important metric for parallel performance is
parallel efficiency, which is the ratio of the speedup
to the number of processors:

E(N) = S(N) /N

AThis is a measure of how efficiently each processor is
being used (on average) relative to the N=1 or N=N,
case.

Aldeally, the parallel efficiency would be exactly 1:
EideaI(N) —gil

= \\I &
-
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Amdahl's Law

AAmdahl's Law is an observation on the practical limits
of speedup for a given problem that was made by
Gene Amdahl in 1967.

Alt states that if the fraction of parallelizable work in an
application is p (0 < p < 1, then the maximum
speedup that can be achieved by that application is:

Smax= 1/ (%p)

ANote that this does not consider other limiting factors
such as memory, interconnect, or I1/O bandwidth.

= \\I &
-
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Measuring the Performance of Parallel Applications

AFor parallel applications with strong scaling characteristics,
timing is absolutely critical to assessing parallel performance

I Timings needed to compute speedups
I Speedups needed to compute parallel efficiency

A As with serial applications, profiling can be used to identify
performance bottlenecks in parallel applications.

i In parallel, performance bottlenecks are often explicitly or implicitly
serialized parts of the code.
A Explicit serialization: something intended to be done serially.

A Implicit serialization: something intended to be done in parallel but
implemented in a way that operates serially or scales very poorly.

Aln addition, hardware performance counters can also be used
to assess performance of both strong and weak scaling
parallel applications, in largely the same way as serial

applications.
wlo[n
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Timing of Parallel Programs

A As with serial programs, the easiest and most basic way to assess a
program's performance is by wallclock timing it externally with something
like /usr/bin/time

A However, the CPU time and other metrics reported by time are typically
not that useful.

I This is particularly the case for message passing applications, which usually
do not have a direct parent-child relationship with the time command.

I Moreover, message passing applications have non-zero startup times that
may or may not be desirable to include in timings.

A As a result, it is usually a good idea to instrument your application with
timing calls around important sections of the code.
I C/C++: time (2), difftime  (3), getrusage (2)
I Fortran 77/90: SYSTEM_CLOQR)
i MPI (C/C++/Fortran): MPI_Wtime (3)
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Profiling of Parallel Programs

AProfiling parallel program is often difficult.

I Profiling tools included with compilers typically not
designed for use with concurrent programs.

I As a result, parallel profiling tools are often purpose-built.

AOSC supports two parallel profiling tools
I Tau
A Supports both threaded and MPI applications
A Flexible
A Good at traditional profiling
I Jumpshot
A Supports only MPI applications in C and C++
A Good for visualizing communication patterns

f:: al | K-
OB
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Profiling of Parallel Programs: TAU

A

EMPOWER. PARTNER. LEAD.

TAU (Tuning and Analysis Utilities) is a set of tools for analyzing the
performance of C, C++ and Fortran programs.

TAU reports timing information on individual routines and functions, and
provides graphical tools for analyzing the results

To access TAU, load the module which matches the compiler being used
Intel compiler : module load tau -2.17 - intel
Portland Group compiler: module load tau -2.17 - pgi
GNU compiler: module load tau -2.17 - gnu

To use TAU, first instrument your program by inserting TAU macros into
the program. TAU provides compiler wrappeérs to do this automatically:
tau _cc.sh
tau_cxx.sh
tau f90.sh
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http://acts.nersc.gov/tau/
http://acts.nersc.gov/tau/

Profiling of Parallel Programs: TAU

A Next step is to run the program. Files containing information
about the program performance are automatically generated.

A Finally, view the results with TAU's pprof or the TAU
visualizer paraprof

A Example batch script:

#PBS - N tau_example

#PBS - | nodes=1:ppn=4

#PBS - | walltime=1:00:00

#PBS -j oe

module load tau -2.17 - pagi

cd $PBS_O_WORKDIR

tau_f90.sh laplace -mpi.f - Mlarge_arrays - 0 laplace - mpi
mpiexec ./laplace - mpi

Is
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TAU: Batch Results

(Commands shown as A+ commando for clarity)

+ module load tau -2.17 - pgi

+ cd $PBS_O_WORKDIR

+ tau_f90.sh laplace -mpi.f - Mlarge_arrays - o laplace - mpi

Debug: Parsing with PDT Parser

Execut|n7g> /usr/IocaI/pdtooIklt pﬁl/XSG 64/b|n/f959arse_laplace_ -mpi.f - 1/usr/local/tau -
pgi/include I/usr/local/mpllmvaplc 0.9.9 -pgi -fixed -shmem/include

Debug: Instrumenting with TAU

Executing> /usr/local/tau - 2.17 - pgi/x86_64/bin/tau_instrumentor laplace - mpi.pdb laplace -mpi.f -

o laplace - mpi.inst.f
Debug: Compiling (Individually) with Instrumented Code

Executing> pgfo0 - Mlarge_arrays -1. -claplace - mpi.inst.f - lJusr/local/tau =~ -2.17 - pgi/include -
I/usr/local/mpi/mvapich -0.9.9 -pgi -fixed -shmem/include -olaplace -mpi.o

Debug: Linking (Together) object files

Executlng> pgf90 Iaplace -mpi.o - Mlarge_arrays - L/usr/local/tau -2.17 - ng/XSG 64/lib - [TauMpi -

/o - L/usr/local/mpi/mvapich 9.9 -pgi -fixed -shmeml/lib/share

L/usr ocal/mpllmvaplch -0.9.9 -pgi - flxed - shmeml/lib - Impich - libverbs - Ipthread -t -
L/usr/local/tau -2.17 - ng/X86 64/lib -ltau -mpi-pdt -pgi -Istd -IC -olaplace - mpi

Debug: cleaning inst file

Executing> /bin/rm - flaplace - mpi.inst.f

Debug: cleaning PDB file

Executing> /bin/rm - flaplace - mpi.pdb
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TAU: Batch Results (continued)

(Commands shown as A+ commando for clarity)

+ mpiexec ./laplace - mpi

+cd $PBS_O_WORKDIR

+ tau_f90.sh laplace -mpi.f - Mlarge_arrays - o laplace - mpi
Calculation took  6.987904000000000  s.on 4 MPI processes

FORTRAN STOP
FORTRAN STOP
FORTRAN STOP
FORTRAN STOP

+1s

fort.1

laplace - mpi

laplace - mpi.f TAU profile data
laplace - mpi.o
laplace - vect.f

written during
program execution;
one file per each MPI
thread.

P .3.0.
tau_example.job
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TAU visualizer paraprof

A To analyze the profile information generated during program execution, run
the paraprof application from an interactive login session

E3 TAU: ParaProf: /j/jimgfwork/tau_example

FEX
File Options Windows Help

Metric: Time
Walue: Exclusive

ol A I e |

rmean [ el W

AR

nct 100
n,ct 2,00 ALCULATE_DU [flaplace-mpifi {115, 18}

n,c,t 3,00 Exclusive Time: Z661967.0
Inclusive Time: 2661967.0
Calls: 80,0
ubacCalls: 0.0
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TAU visualizer paraprof

A Here is an example of a parallel program that has MPI Communication
problems
I Purple MPI_WAIT and orange MPI_RECYV have large standard deviations

E3 TAU: ParaProf: /j/jimgfwork/tau_example FBX
File Options Windows Help

Metric: Time
“alue: Exclusive

std. dew.
rean

n,c,t 0,00
n,c,t 1,00
nCt 2,00
n,ct 2,00
nct 4,00
nCt 5,00
nCt 6,00
n,c,t 7,00
n,c,t 8,00
h,c,t 9,00
nCt 10,00
nct 11,00
nct 12,00
nct 13,00
nct 14,00
n,c,t 15,00

. \l/
= Q-
Jf 1 ¢

-
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Profiling of Parallel Programs: Jumpshot

AJumpshot is included with the MPICH reference
Implementation of MPI.

ATo use it, you must first compile your code to generate a
profiling log file:

mpicc T mpilog mympiprog.c I 0 mympiprog

AThen you run the resulting executable as usual:
mpiexec ./mympiprog
é
Finished writing logfile.

AFinally, you run jumpshot on the resulting log file, which will
be named [executable].clog

jumpshot mympiprog.clog
I Note that you may be prompted to convert the log file into slog2

format, which you should do.
#lwlv]e
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__TimeLline : pingpong prof.slog2 <Identity Map>
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Do g
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I = [{
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Threaded Performance Tuning Techniques
AThreaded programming concepts

AThreaded programming interfaces

ACommon threaded performance bottlenecks

:: (75’ :\d’_ @
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Threaded Programming Concepts
AA process is a running instance of a program.

AA thread of execution (usually shortened to thread) is a
subtask of a process that can be run concurrently with other
subtasks of the process.

I One process can have many threads running concurrently on separate
processor cores

I This makes threading a natural programming model on SMP and
multi-core architectures.

AThreaded programs require access to shared memory to
operate.

I Threads are in the same address space and share access to the
process’'s memory

I Some architectures (e.g. IBM POWERG6, Sun T1/Niagara) also have
hardware support to having multiple threads running concurrently on

the same processor core.
W:m: al | K-
2w o |
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Threaded Programming Interfaces

ALow level threading libraries are necessarily wedded to the
operating system
I pthreads on most UNIX systems (including Linux)
I Win32 threads on Windows

AProbably the most widely threaded programming interface in
scientific computing is OpenMP.
I Compiler directive based
I C, C++, and Fortran bindings
I Supported by all major compilers

Alntel recently released their Threaded Building Blocks library
as open source

Aln addition, many newer programming languages such as
Java have threadlng primitives built into the language.

f:: al | K-
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Common Threaded Performance Bottlenecks
AData dependency and recurrence relationships
AUnbalanced loops

AExcessive synchronization

S _H I D —
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Data Dependencies and Recurrence Relationships

Aln order for a loop to parallelize, the work done in
one loop iteration cannot depend on the work done
In any other iteration

I In other words, the order of execution of loop iterations
must be irrelevant

ALoops with this property are called data
iIndependent.

ASome data dependencies may be broken by
changing the code.

s \6/ @
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Dat a

A

A

A

Only variables that are written in
one iteration and read in another
iteration will create data
dependencies.

A variable cannot create a
dependency unless it is shared

Often data dependencies are
difficult to identify. Compiler tools
can help by identifying the
dependencies automatically.

Recurrence:

doi=2,5
a(i) = c*a(l -1)
enddo

119

Dependenci es

Is there a dependency here?

(con

doi=2,N,2
a(i) = c*a(i -1)
enddo

Thread

w N B O

a(2) =c*a(l)

a(3) = c*a(2)

a(4) = c*a(3)
a(b) = c*a(4)

Time



Data Dependencies (con

A Unless declared as Temporary Variable Dependency
private , atemporary —
_ doi=1,n
variable may be shared and x = cos(ali)
will cause a data b(i) = sqrt(x * c)
dependency enddo

Function Calls o _
In general, loops containing function

doi=1n calls can be parallelized.
call myroutine(a,b,c,i) A The programmer must make certain
enddo o that the function or subroutine

contains no dependencies or other
side effects.

e}ubroutlne myroutine(a,b,c.i) A In Fortran, make sure there are no

© . D+b(i static  variables in the called routine
2(') =0.3* (all - 1)+b(i)+c) A Intrinsic functions are safe.

return
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Data Dependencies (con

Reductions
A Similar to the temporary variable

dependency, a reduction doi=1,n
dependency is eliminated simply xsum = xsum + a(i)

: : xmul = xmul * a(i)
by using the reduction  clause to xmax = max(xmax,a(i))
an OpenMP parallel do xmin = min(xmin,a(i))
directive enddo

Indirect Indexing

doi=1n A Ifidx()) notequaltoi on every
a(i) = ¢ * a(idx(i)) iteration, then there is a

enddo dependency

doi=1n A If ndx(i) ever repeats itself,
a(nd;((i)) = b(i)+c (i) there is a dependency

enddo

121 Ohio Supercomputer Center
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Data Dependencies (con

Conditional Loop EXxit

A Loops with conditional exits doi :al(i,)n = bi) + o()

should not be parallelized. if (a(i).gt.amax) then

Requires ordered execution a(i) = amax
goto 100
endif

enddo

100 continue

Nested Loop Order

dok=1n A If the k-loop is parallelized,
doj=1,n then there is a dependency
doi=1,n =
a(i j)=a(ij)+b(i K c(k,) relatec 1gpad) _
enddo A This can be fixed by making
oncae the k-loop the innermost loop
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Minimizing the Cost of a Recurrence

AMove the dependency into

a separate loop

AParallelize the loop witho
the dependency

AMake sure benefits
outweigh the cost of loop
overhead

doi=1, NHUGE
a(i) = ...lots of math...
& +ai -1)
enddo

ut

123

C
c Parallel Loop

Cc

c$omp parallel do shared(junk)
cSomp& private(i)

doi=1, NHUGE
junk(i) = ...lots of math...
enddo

C
c Serial Loop
C
doi=1, NHUGE
a(i) = junk() + a(i -1)
enddo




Unbalanced Loops

ABYy default, OpenMP statically schedules parallel
loops across threads.

I Works reasonably well for loop structures where work is
distributed among the loop iterations in a uniform fashion

I May scale poorly when the distribution of work is not
balanced across loop iterations

Aln situations where work is heavily unbalanced
between iterations, the OpenMP
SCHEDULE(dynamic) clause can help balance the
load.

I May add overhead in some cases.

I Use the chunksize argument (i.e.
SCHEDULE(dynamic, chunksize ) ) to control how many
loop iterations are done at a time.
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Demo: Unbalanced Loops

program unbal
implicit none
integer,parameter :: N=(64*1024)
double precision,dimension(N) :: a,b,x

integer i,j

call random_number(a)

call random_number(b)

ISOMP PARALLEL PRIVATE(i,j) SHARED(a,b,x,N)
ISOMP DO
do i=1,N

x(i)=0

do j=1,i

x(i)=x(i)+a()*b()

end do
end do
ISOMP END DO
ISOMP END PARALLEL

write(*,*) x(1),x(N)

end program unbal 123



Demo: Unbalanced Loops (con't.)

pgf90 -mp - O2 - Mvect - Minfo=loop - Mneginfo=loop unbal.f90 - 0 unbal
unbal:
12, Parallel loop activated; static block iteration allocation

export OMP_NUM_THREADS=1

/usr/bin/time ./unbal

0.1091567802251045 16445.43112833309
10.36user 0.00system 0:10.46elapsed 99%CPU (Oavgtext+Oavgdata Omaxresident)k
Oinputs+0outputs (Omajor+613minor)pagefaults Oswaps

export OMP_NUM_THREADS=2

/usr/bin/time ./unbal

0.1091567802251045 16445.43112833309
16.52user 0.00system 0:08.35elapsed 197%CPU (Oavgtext+Oavgdata Omaxresident)k
Oinputs+0outputs (Omajor+624minor)pagefaults Oswaps

export OMP_NUM_THREADS=4

/usr/bin/time ./unbal
0.1091567802251045 16445.43112833309
21.01user 0.00system 0:05.35elapsed 392%CPU (Oavgtext+Oavgdata Omaxresident)k
Oinputs+0outputs (Omajor+634minor)pagefaults Oswaps
126



Demo: Unbalanced Loops (con't.)

AThis scales with the default OpenMP loop scheduling, albeit
not well.

AWe can improve the performance substantially by adding a
SCHEDULE(dynamic,chunksize) clause to the PARALLEL
DOdirective:

é
Integer,parameter :: chunksize=128

ISOMP PARALLEL PRIVATE()) SHARED a,b,x,N)
ISOMP DO SCHEDULE(dynamic,chunksize)
é
Alf we try different values for chunksize , we find that 128 or
256 appear to be the best values for this application.
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Speedup

Demo: Unbalanced Loops (con't)
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Parallel Efficiency

Demo: Unbalanced Loops (con't)
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Excessive Synchronization

ABarrier synchronization (e.g. |$OMP BARRIER in
OpenMP) is expensive by necessity.

I Forces threads to wait until all threads have reached the
barrier.

I Use sparingly.

I OpenMP also has an implied barrier at the end of every
PARALLEL DOor PARALLEL FORIloop i use NOWAIT
clause to disable.

AManually maintained locks and semaphores are even
worse

I EXxpensive
I Easy to get wrong
I Avoid whenever possible!

:: (75’ :\d’_ @
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Demo:. OpenMP NOWAITClause

program wait
implicit none
integer,parameter :: N=(64*1024)
double precision,dimension(N) :: a,b,x
integer i,

call random_number(a)
call random_number(b)

ISOMP PARALLEL PRIVATE(i,j) SHARED(a,b,x,N)
ISOMP DO
do i=1,N
x(i)=0
do j=1,i
x(i)=x(i)+a()*b(j)
end do
end do
ISOMP END DO
ISOMP DO
do i=1,N
do j=i,N
x(i)=x()+a()+b())
end do
end do
ISOMP END DO
ISOMP END PARALLEL

write(*,*) x(1),x(N)
end program wait
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Demo: OpenMP NOWAITClause (con't.)

pgf90 -mp - O2 - Mvect - Minfo=loop - Mneginfo=loop wait.f90 - 0 wait
wait:

12, Parallel loop activated; static block iteration allocation

20, Parallel loop activated; static block iteration allocation

export OMP_NUM_THREADS=1

{usr/bin/time ./wait

65587.97413392123 16445.80685268943
20.86user 0.01system 0:20.98elapsed 99%CPU (Oavgtext+0avgdata Omaxresident)k
Oinputs+0outputs (2major+614minor)pagefaults Oswaps

export OMP_NUM_THREADS=2

{usr/bin/time ./wait

65587.97413392123 16445.80685268943
32.27user 0.01system 0:16.23elapsed 198%CPU (Oavgtext+0avgdata Omaxresident)k
Oinputs+0outputs (Omajor+623minor)pagefaults Oswaps

export OMP_NUM_THREADS=4

{usr/bin/time ./wait

65587.97413392123 16445.80685268943
39.48user 0.01system 0:09.96elapsed 396%CPU (Oavgtext+Oavgdata Omaxresident)k
Oinputs+0outputs (Omajor+636minor)pagefaults Oswaps

EMPOWER. PARTNER. LEAD.
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Demo: OpenMP NOWAITClause (con't.)

A As with the previous example, this scales, albeit not well.

A We can improve the performance if we remove the implicit barrier at the
end of the first PARALLEL DOloop by using a NOWAITclause:

é
ISOMP DO
do i=1,N
é
end do
ISOMP END DO NOWAIT
ISOMP DO
é
A Since the loops are unbalanced, we can also get a bit of additional
Improvement by applying a SCHEDULE(dynamic) clause to each

PARALLEL DOloop.
it oo [®
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Demo: OpenMP NOWAITClause (con't.)
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Demo: OpenMP NOWAITClause (con't.)
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Message Passing Performance Tuning Techniques
AMessage passing programming concepts

AMessage passing programming interfaces
Alnterconnect characteristics

ACommon message passing performance bottlenecks
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Message Passing Programming Concepts

AMessage passing is a concurrent programming
model where multiple processes cooperate by
sending messages to one another.

I Messages contain data

I Cooperating process can be on separate hosts or all on
the same host

AThere are several different modes of message
passing:
I Two-sided point-to-point (send/receive)
I One-sided point-to-point (put, get)
I Collective (barrier, broadcast)

:: (75’ :\d’_ @
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Message Passing Programming Interfaces

AMost supercomputing systems include a message passing
programming interface that can be used by parallel programs
to communicate data between processes.

A At this point, the de facto standard message passing library is
MPI| (Message Passing Interface).

I MPI1.1
A Static process allocation
A Two-sided blocking and non-blocking communication
A Collective communication
A Derived data types
A Virtual topologies

I MPI 2.0
A All of MPI 1.1
A Dynamic process allocation
A One-sided communication
A Parallel 110

g p: al | K-
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Message Passing Progr an

AWhile MPI is the standard for message passing, there
are two other commonly available message passing
libraries:

I PVM (Parallel Virtual Machine) --Oa k Ri1 dge Nat

A Originally designed for clusters of heterogeneous workstations;
predates MPI

A Static or dynamic process allocation
A Two-sided blocking communication

I SHMEM -- Cray Inc.

A Originally developed for Cray T3D and T3E; portable
| mpl ement ation from Pacific Nort

A Static process allocation
A One-sided communication

J:: el I R
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Interconnect Characteristics

APart of the point of having an abstract message
passing library like MPIl or PVM is to hide the details
of the underlying network.

AHowever, the characteristics of the network cannot
be ignored entirely:
I Topology
A Diameter
A Bisection bandwidth

I Performance characteristics

A Latency
A Link bandwidth

:: (75’ :\d’_ @
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Interconnect Topologies
Interconnects can have a wide variety of topologies:

ABus

I Nodes share a "party line".
i Not very common any more, except between processors and memory
inside a host.

AHypercube i SGI Origin and Altix

I Nodes are vertices on an n-dimensional hypercube.

AMesh i Cray T3D/E and XT-3/4/5, IBM BlueGene
I Nodes have 2" nearest neighbor connections along n dimensions.
I A 1D mesh with wrap-around at the edges is called a ring.
I A 2D (or more) mesh with wrap-around at the edges is called a torus.

ASwitched i Ethernet, Infiniband, Myrinet, IBM HPS
I Nodes are connected to a concentrator called a switch.
I Multiple switches may be connected hierarchically (i.e. as a tree) or in

any of the above topologies.
::: a2l | -~
o[ v |®

EMPOWER. PARTNER. LEAD. 141 Ohio Supercomputer Center




Interconnect Topology Characteristics

AD_iameter: Maximum number of hops to get between most
distantly connected nodes.

I Hypercube networks have best diameter, at most log,(N) for N nodes.

ABisection Bandwidth: Bandwidth available if one half of
nodes try communicating with the other half simultaneously.
I Torus networks typically have the best bisection bandwidth.

I A hierarchy of switches can have bisection bandwidth comparable to
torus I f wired Iin a AClos network
of the network.

AAlternate Node-to-Node Routes: The number of possible
paths between two given nodes that the network provides.
Useful for rerouting around communication "hot-spots" and for
bypassing broken nodes.

I Switched networks offer the highest number of alternate routes

(usually automatically detected and used).
#wlv]®
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Interconnect Performance Characteristics

ALatency: Initialization time before data can be sent
I Gigabit Ethernet: ~100us
I Myrinet 10G: 2.2us
I Infiniband SDR: 3.8us
I Infinibband DDR: 2.9us

APer-link Peak Bandwidth: Maximum data
transmission rate (varies with packet size)
I Gigabit Ethernet: ~70 MB/s
I Myrinet 10G: 1215 MB/s
I Infinlband SDR: 980 MB/s
I Infinlband DDR: 1416 MB/s

:: (75’ :\d’_ @
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Common Message Passing Performance Bottlenecks
AExcessive synchronization

AStairstepping

AHomegrown collectives

AContention for interconnect device

f:: al | K-
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Excessive Synchronization

ABarrier synchronization such as MP] _Barrier()
has a non-trivial cost associated with it.
I Some MPP style systems (e.g. Cray T3E, IBM BlueGene)

have dedicated barrier networks for very low latency
barriers.

I However, most clusters use commodity networks where a
barrier costs at least ~1us on a single node, which then
scales like O(log,(N)). On a system with a GHz scale clock
speed, a barrier can therefore take thousands of clock
cycles to clear, if not tens or even hundreds of thousands
of clock cycles.

AAs a result, the first thing to examine when trying to
tune the performance of an MPI code Is see If any of
Its barrier synchronizations can be removed.

:: (75’ :\d’_ @
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Stairstepping

AStairstepping is a very common performance issue in
message passing applications, resulting from
common misunderstanding of MPI semantics.

I MPI_Send() Is not guaranteed to return until the receiver
invokes MP1_Recv() 1 itis closerto MPl_Ssend() than
MPI_Bsend() or MPI_Isend() !

I In codes with a conditional MPI_Send() followed by a
conditional MPI_Recv() (such as in a ghost-cell
exchange), the transfers can become serialized on the
MPI_Recv() s.

A Called "stairstepping" because of the resulting appearance of
profile graphs
I The solution to this is either to make the send non-blocking
using MPI1_Isend() , or to make the receive a pre-posted

non-blocking MPI Irecv()
2w 0| @
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Demo: Stairstepping

program stairstep
implicit none
include 'mpif.h’
integer,parameter :: N=2048,ntimes=10000
double precision, dimension(N) :: sendbuf,recvbuf
double precision :: tstart,tend
integer :: rank,size,ierr,it
integer,dimension(MPl_STATUS_SIZE) :: stat

call MPI1_Init(ierr)
call MPI_Comm_rank(MPI_COMM_WORLD,rank,ierr)
call MPI_Comm_size(MPI_COMM_WORLD,size,ierr)

call random_number(sendbuf)

\\Il/
-
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Demo: Stairstepping (con't.)

tstart=MPI1_Wtime()
do it=1,ntimes
call MPI_Barrier(MPI_COMM_WORLD,ierr)
if (rank<(size - 1)) then
call MP1_Send(sendbuf,N,MPI_DOUBLE_PRECISION,rank+1,0, &
MPI_COMM_WORLD,ierr)

end if
if (rank>0) then
call MP1_Recv(recvbuf,N,MPI_DOUBLE_PRECISION,rank -1,0, &
MPI_COMM_WORLD,stat,ierr)
end if
end do

tend=MPI_Wtime()

if (rank==0) then

write(*,*) ntimes," iterations took ',tend - tstart,' seconds'
write(*,*) ‘avg of ',(tend - tstart)/ntimes,'s per iteration’
end if
148
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Demo: Stairstepping (con't.)
module load tau -2.17 - pgi

tau_f90.sh stairstep.fo0 | O stairstep

[ €l og messages el idedée]

gmpiexec Tcwd 71 nodes=4:ppn=4 ./stairstep

[ éqsub message elidedée]
10000 iterations took 3.03699000000000 seconds
avg of 3.03690000000000003E - 004 s per iteration

[ émore gsub message elidedé]

paraprof

0: | Wy 1 -
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Demo: Stairstepping (con't.)

[E] I / TAU: Para-Prof: /E/troy/perftune/mpl A, v TAU: ParaProf: Functio
file Qovions Windows, Help File Filter Windows Help
Metric: Time
Yalue: Exclusive B MPI_Allgather)
B MpPI_Allreduced
I A o —— W QU
mean e Y ey | | M MPIBarrier()
o B ] MPI_Bcast()
netl,00 BT s s el | | O] MPI_Comm_create)
n,c,: g,g,g e s ||| O MPI_Comm_group(
LA 1 T —— — MPI_Comm_rank(
NGt 4,00 [ :
NGt 5,00 [ L] MPI_Comm_sizeq
600 [ N D ] | L] MPI_Comm_split)
NGl 7,0,0 ey mw { | (B MPIErrhandler_set(
R T — e ——— e R )
AR NN e — MPI_Init0
UABIE — oo IR MPI_Recv()
UAS NN T —
net 12.0.0 e i B MPI_Send(
R I I I B T ——— S | | (W MPI_Type_commit)
N, 14, 0,0 [ ] = ] MPI_Type_contiguous(
n,c,t 15,0,0 MPI_Type_struct()
STAIRSTEP
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Demo: Stairstepping (con't.)

A we can easily restructure the innermost loop of this program to use a non-
blocking send:

integer :: req

do it=1,ntimes
call MP1_Barrier(MPl_COMM_WORLD,ierr)
if ( rank<(size -1) ) then
call MPI1_lIsend(sendbuf,N,MPI_DOUBLE_PRECISION,rank+1,0, &
MPI_COMM_WORLD,req,ierr)

end if
if (rank>0 ) then
call MP1_Recv(recvbuf,N,MPI_DOUBLE_PRECISION,rank -1,0, &
MPI_COMM_WORLD,stat,ierr)
end if
if (rank<(size - 1)) then
call MPI_Wait(req,stat,ierr)
end if
end do

é
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Demo: Stairstepping (con't.)
tau_f90.sh stairstep2.f90 | 0 stairstep?2

[ €l og messages el idedée]

gmpiexec Tcwd 71 nodes=4:ppn=4 ./stairstep2

[ éqsub message el i dedé]
10000 iterations took 0.88483779999999999 seconds
avg of 8.8483800000000006E - 5 s per iteration

[ émore gsub message elidedél]

paraprof
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Demo: Stairstepping (con't.)

n
5% : : [c/troy/perftune/mpl N v | TAU: ParaProf: Function Le
File Options Windows Help File Filter Windows Help

Metric: Time
YWalue: Exclusive

MPI_Allgather(
MPI_Allreduce

Ol

MPI_Attr_putd

std. dew. >
mean MPI_Barrier(

n,c,t0,0,0 MPI_Bcast()

MPI_Comm_created
MPI_Comm_group(
MPI_Comm_ranki
MPI_Comm_size()
MPI_Comm_splitd
MPI_Errhandler_set()
MPI_Group_incl(

n,ct 1,00
nct2,00
n,ct 3,00
nct4,0,0
nct5,00
nct 6,00
n,ct 7,00
nct 80,0

n,ct9,0,0 L] MPI_Init)
n,c,t 10,0,0 MPI_lsend()
n,ct 11,0,0 MPI_Recv)

nct 12,00
n,ct 13,00
n,c,t 14,0,0
n,c,t 15,0,0

MPI_Type_commit(

MPI_Type_contiguousd
MPI_Type_struct(

L] MPI_Wait)

STAIRSTEP2
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Homegrown Collectives

Alnexperienced MPI programmers sometimes
Implement their own versions of collective operations.
I Usually naive O(N) implementations

I May actually outperform the implementation's collectives
on small processor counts.

I However, rarely outperform the implementation's
collectives on larger processor counts.

AAny application which has homegrown collectives
should be examined to see if those homegrown
collectives are In fact necessary, particularly if
collective performance is inhibiting scalabillity.
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MPI| Collective Performance on 8MB Payload
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Contention for Interconnect Device

A As multi-core processors proliferate, it is increasingly common
to have 4, 8, or even 16 MPI processes sharing the same

network device.

A Contention for the interconnect device can have a significant
Impact on performance.

Aln some cases, reducing the number of MPI processes to 1 or
2 per node and then having each MPI process spawn multiple
threads can extend scalability at the high end.

I Large amount of per-process computation

I Communication pattern whose expense increases with process count
A Heavy use of collectives (e.g. MPI_Alltoall() )
A Large volume of small messages

I Not a scalability panacea! Some codes see significant benefit from

this, others see none at all.
W:m: al | K-
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Demo: Hybrid MPI/OpenMP

program heavycol2
implicit none
include 'mpif.h’
integer*8,parameter :: N=(1024*1024),ntimes1=40,ntimes2=100
double precision,dimension(N) :: al,a2,b
double precision,dimension(:),allocatable :: x
double precision :: tstart,tend

integer :: rank,size,ierr,it,i,imin,imax,}

call MPI_Init(ierr)
call MPI_Comm_rank(MPI_COMM_WORLD,rank,ierr)
call MPI_Comm_size(MPI_COMM_WORLD,size,ierr)

do i=1,N

al(i)=i
end do
call random_number(b)
imin=rank*(N/size)
imax=(rank+1)*(N/size) -1

allocate(x(imin:imax))
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Demo: Hybrid MPI/OpenMP (con't.)

tstart=MP1_Wtime()
do it=1,ntimes1
call MPI_Barrier(MPI_COMM_WORLD,ierr)
call MPI1_Alltoall(al(1),N/size,MPI_DOUBLE_PRECISION, &
a2(1),N/size,MPI_DOUBLE_PRECISION, &
MPI_COMM_WORLD,ierr)
do j=1,ntimes2
ISOMP PARALLEL DO
do i=imin,imax
x(i)=a2(i)*b(i)
end do
end do
end do
tend=MPI_Wtime()
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Demo: Hybrid MPI/OpenMP

if (rank==0) then
write(*,*) ntimes1,' iterations took ',tend - tstart,' seconds on ', &

size," MPI processes'

write(*,*) ‘(avg of ',(tend - tstart)/ntimes1,'s per iteration)’
write(*,*) 'FP performance of ',;ntimes1*ntimes2*N/(tend - tstart)*1.0e -6, MFLOPS'
end if

end program heavycol2
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Demo: Hybrid MPI/OpenMP (con't.)
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